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Abstract

We study how people perform risky experimentation to generate information when

they can also learn from each other. We develop and experimentally test a modified ver-

sion of the Keller et al. (2005) two-armed bandit model. Our modified model predicts

that the information generated by a group of players is no more than that generated

by a single player in any perfect Bayes equilibrium. To implement this model in the

lab, we design a novel dynamic information structure that can trivialize the posterior

calculation for any sequence of signal realizations. We find that 1) when experimenting

alone, the median subject generates almost exactly the same amount as the theoretical

prediction, that 2) when experimenting with others, the median subject tends to gener-

ate more information than when alone, which is against the theoretical prediction, and

that 3) the subjects only react to the posterior belief and do not condition their actions

on what other players past actions, thus the folk theorem breaks down completely in

our infinitely repeated environment.

1 Introduction

First-hand information about a new option is often generated via risky experimentation. For

a recent example, in order for the doctors to learn about whether an unknown medicine

can cure COVID-19, they have to experiment with it on the patients. By bearing the risk

of, for example, offering an ineffective medicine on dying patients, a doctor can generate
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information that not only benefits herself but is also valuable to other doctors and even to

society as a whole.

However, precisely because the information generated from the experimentation typically

has more value than what the experimenters can appropriate, a natural public good provision

problem arises. Instead of bearing the risk themselves, each experimenter may prefer to learn

about the new option indirectly from others.

In this paper, we examine this public good problem of experimentation in the lab. We

highlight two special features of this public good problem, each of which raises interesting

and unique behavioral questions.

First, the tension between the social and private interests only exists when the players

are sufficiently pessimistic about the new option under experimentation. To follow the pre-

vious example, if a medicine is sufficiently promising, each doctor will experiment with it

voluntarily. Therefore there is no conflict between the social interest and the doctors private

interest. Such a conflict exists only when a medicine is promising enough so that experi-

mentation is overall beneficial to the society but not promising enough for a doctor, who

does not fully internalize the social benefit of experimentation, to find it worthwhile. The

main disagreement between a doctor and society is, therefore, at what level of belief she

should abort experimentation. Thus, unlike a typical public good environment, the behav-

ioral question is not whether players are willing to contribute money or real effort for the

public interest; rather it is whether they are willing to tolerate more risk and experiment

with an unpromising option under lower belief than they will selfishly do.

Second, even when the experimenters interact infinitely repeatedly, they may not be able

to achieve the efficient outcome in any equilibrium. At first glance, because learning intro-

duces dynamics, it may seem possible for the players to incentivize each other to experiment

through reciprocation (i.e., punishments and rewards). However, experimentation cannot go

on forever. As experimentation continues, for example, the effectiveness of a medicine will

be gradually revealed, in which case any further interaction among the doctors regarding

the experimentation becomes meaningless. Such an endogenous endpoint causes the game to

unravel in a way similar to a finitely repeated game. Therefore, depending on the learning

process, society may end up with a non-efficient amount of experimentation, even in the

most efficient equilibrium. The fact that our game has an endogenous endpoint raises a new

behavioral question regarding how this structure help sustain cooperation among the players,

if at all.

To empirically understand this unique public good game, we test a modified version of

the seminal two-armed bandit model of Keller, Rady, and Cripps (2005, KRC). On the one

hand, the KRC model has some simple structures and gives strong theoretical predictions.
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On the other hand, the KRC model uses a complex learning process and continuous-time

formulation, which makes the lab implementation of the original model difficult.

The main contributions of the paper are two modifications that make an experimental

test of the KRC model both simple and informative.

First, to track the subjects’ beliefs dynamically, we use a novel dynamic information

structure that makes posterior calculation very easy for the subjects. The biggest challenge of

experimentally testing a model of experimentation is that the game is inherently stochastic

and dynamic and yet it is well-known that subjects are generally not capable of Bayes

calculation1. This makes a proper test of the theoretical predictions, which mainly involve

at what belief the players stop experimentation, extremely difficult.

We bypass this issue by using a design that simply does not require any Bayes calculation

using the framework of Green and Stockey (1978). Under this framework, every posterior

calculation is no more than a simple division, and no Bayes formula is required. To the

best of our knowledge, ours is the first dynamic information structure in the experimental

literature that can trivialize the posterior calculation for any sequence of signal realization.

Second, to understand what strategies are used by the subjects, we discretize the original

continuous-time model and use the strategy method to elicit the response of our subjects. The

KRC model, alongside with many other models of strategic experimentation (e.g., Bolton

and Harris (1999), Keller and Rady (2010)), focuses on Markov perfect equilibrium in which

players only react to the level of belief and not to the past actions of other players. Hörner

et al. (2019) argue that this equilibrium refinement is restrictive because, for a broad class

of learning processes, the players can achieve efficiency in a non-Markov equilibrium via

reciprocation when Markov equilibrium can never achieve efficiency. Our combination of the

discrete-time implementation and the strategy method makes it possible for the subjects

to express a non-Markov strategy and allow our experiment to directly contribute to this

discussion on how restrictive Markov perfect equilibrium is in describing the behavior of the

players.

As a byproduct, our modifications strengthen the theoretical prediction of the KRC

model. In particular, our modified model has no perfect Bayes equilibrium in which a group

of players stop experimentation at a lower belief than what they will selfishly do. This

result is driven by a simple unraveling argument: because in our experiment, the true state,

regardless of what it is, will be revealed within a finite number of periods of experimentation,

any cooperation beyond the selfish stopping belief among the players will unravel from that

point at which the state is revealed. Thus, our model predicts that there is no cooperation

among the players, and the players stop experimenting as soon as the cost of experimentation

1See, for example, Charness and Levin (2005) and the reference therein.
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outweighs the private value of information.

Our main findings can be summarized as follows. First, we find that, when subjects do

the experimentation alone, the median belief at which they stop experimenting is almost

identical to the theoretical prediction. In particular, they tend to tolerate more risk and

generate more information when the information generated by a period of experimentation

increases. Thus, our results suggest that the subjects overall correctly take into account the

future value of information when deciding at what belief they should stop experimentation.

However, we also find large heterogeneity across subjects that cannot be explained by the

expected utility theory.

Second, against the strong prediction of our model, we find that the subjects tend to

stop at a lower belief in a larger group, thus generating more information in the sense of

Blackwell (1953), than when they experiment in a smaller group (or when they experiment

individually). Behaviorally, this also means that our subjects tend to tolerate more risk

when they experiment with others than when they experiment individually. However, the

information generated by a group rarely reaches an efficient level.

Third, the subjects tend to react only to the belief but not to other players’ past actions.

Behaviorally, this result is surprising given the fact that we know, even in a finitely repeated

prisoner’s dilemma, players reciprocate each other (Embrey et al., 2018). Theoretically, our

result suggests that the players tend to use Markov strategies in this environment, which

implies that the focus on the Markov perfect equilibrium of the literature may not be as

restrictive as what Hörner et al. (2019) suggest and that even under a learning process that

Hörner et al. (2019) show that can sustain efficiency in non-Markov equilibrium, the players

may not achieve efficiency empirically.

This paper mainly contributes to the following three lines of literature: bandit experiment,

experimentation theory, and repeated game experiment.

First, from the decision perspective, our bandit experiment provides a brand new frame-

work of studying the classical exploitation-exploration trade-off. Experimental literature on

the multi-armed bandit problem has been focusing on how individuals generate information

in a way that is consistent or inconsistent with some behavioral rules2. In these environ-

ments, the subjects need to perform non-trivial Bayesian updating to determine the quality

of a risky arm, and thus, if deviation from a behavioral rule occurs, we do not know to what

extent it is a result of the erroneous belief updating. Our experiment shows that, even when

the belief updating is trivialized, the subjects’ experimentation behavior exhibits a large

heterogeneity that cannot be explained by the expected utility framework.

2See Acuna and Schrater (2008), Banks et al. (1997) , Biele et al. (2009), Cox and Oaxaca (2000) Hu et
al. (2013), Hudja and Woods (2020), Meyer and Shi (1995).
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Second, our work establishes a new dialogue with the fast growing theoretical literature

on experimentation. Bolton and Harris (1999)) and Keller et al. (2005) study the public good

game of experimentation using two different learning processes. Since then, there have been

a series of other studies on different applications such as moral hazard in teams (Bonatti and

Hörner, 2017), voting(Strulovici, 2010), delegation(Guo, 2016), long-term contract (Halac,

2016) etc..

These studies, however, are understudied in the lab3. In particular, aside from ours, we are

only aware of two other experimental studies on the public good game of experimentation.

Boyce et al. (2016) study how a player with high cost of experimentation may free-ride on

a player with low cost of experimentation in a two period setting. Hoelzemann and Klein

(2019) test the KRC model in the lab directly with few modifications. Both studies show

some evidence of free-riding of experimentation. However, they do not simplify the posterior

calculations for the subjects and do not directly address whether the players choose Markov

strategies, which is a critical question posed by the theoretical literature. Our experiment

simplifies the task of our subjects drastically, which potentially reduce some mistakes that

are purely driven by the complexity. In addition, our experiment directly addresses whether

people choose Markov strategies.

Finally, Our experiment is also related to the growing literature on the infinitely repeated

game. Recently reviewed by Dal Bo and Frechette (2018), the literature has documented

several factors that affect cooperation in an infinitely repeated prisoner’s dilemma game:

payoffs, discount factors, time horizon etc. (Dal Bo and Frechette, 2011). However, it is only

recently that the repeated games with varying stage games have gained some attention. For

example, Vespa (2019) studies a dynamic common pool game where the common resource

in the next period is determined by the saving decision of the players in the current period;

Vespa and Wilson (2019) study a two-state dynamic prisoner’s dilemma game where the

transition rule of the stage game is either exogenous or endogenous. However, as far as we

know, our study is the first experiment to document the failure of the folk theorem (both

theoretically and experimentally) in an infinitely repeated game.

The rest of the paper is organized as follows. Section 2 introduces our model and our

main theoretical predictions. Section 3 introduces our experimental design. Section 4 lists

our treatments and our main hypotheses. Section 5 reports our experimental results. Finally,

Section 6 concludes.

3See Hudja (2019) for a test of Strulovici (2010).

5



2 The Model

2.1 The Basic Structure

Each of n(≥ 1) players with a common discount factor δ infinitely repeatedly chooses between

a risky arm and a safe arm. Choosing the safe arm in a period gives a fixed payoff s. Choosing

the risky arm in a period, however, gives a stochastic payoff r that depends on whether the

risky arm is good (rg) or bad (rb). Each player prefers choosing the risky arm only when it

is good (rg > s > rb). Without loss of generality, we set rb = 0. The payoff generated by

each arm for a player does not depend on what other players do. Importantly, the payoff

generated by the risky arm is unobservable, so a player cannot learn the quality of the risky

arm through the payoffs.

The quality of the risky arm is the same for all players and it is determined by the

following process. At the beginning of the game, nature chooses a ball (but not remove it)

from a box that contains KB black balls and KW white balls. If the chosen ball is black, then

the risky arm is good; if the chosen ball is white, then the risky arm is bad. Thus, without

any further information, the risky arm is good with a KB/(KB +KW ) probability. The color

of the chosen ball, and therefore the quality of the risky arm, stays constant throughout the

game.

As the game proceeds, information about the quality of the risky arm accumulates and is

public to all players. This information accumulation process goes as follow. In each period,

when j ≤ n players chooses the risky arm, at the end of the period, Nature randomly picks

lj black balls (l ∈ Z+) in the box and remove them permanently4. Then, Nature announces

to all players whether the chosen ball is removed. Importantly, the way Nature picks the

black balls to remove is independent of the color of the chosen ball.

The timeline of each period is summarized in Figure 1.

Figure 1: Timeline Summary

To see why this (sequence of) announcement is informative about the color of the chosen

4If the number of black balls is lower than lj, Nature simply removes the rest of the black balls in the
box. Nature never removes white balls from the box.
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ball, suppose in the first period 2 black balls are removed from the box. Then either the

players know that the chosen ball is one of the 2 black balls that are removed or they know

that it is not. Namely, each player faces the following information partition.

{{B1, B2}, {B3, ...BKB
,W1, ...,WKW

}}.

This information partition induces the posterior belief of either 1 or (KB − 2)/(KB +KW ).

As more black balls are removed, information about the color of the chosen ball improves

in the sense of Blackwell (1953). To follow the previous example, suppose in the second

period, 2 additional black balls are removed. Then the players not only know whether the

black balls are removed, they also know when. Thus, their information partition becomes

the following, which is clearly finer than the previous one.

{{B1, B2}, {B3, B4}, {B5, ...BKB
,W1, ...,WKW

}}.

Green and Stockey (1978) show that a finer information partition represents Blackwell more

informative information structure. This can also be seen from the fact that the new informa-

tion partition induces the posterior belief of either 1 or (KB − 4)/(KB +KW ), which means

a player’s belief is more precise under the new information partition. Thus, every time some

black balls are removed, the players can weakly improve their decisions.

2.2 Social Planner’s Problem (Decision Problem)

As a benchmark, we first ask what a social planner should choose to maximize the average

payoff of a group of n risk neutral players. Note that, as a special case, when n = 1, the

social planner’s problem becomes a lone decision maker’s problem.

Table 1: Notation Table

Notation (= Value) Explanation
KB Total Number of Black Balls in the Box
KW Total Number of White Balls in the Box
rg Payoff from Choosing the Risky Arm When it is Good
s Payoff from Choosing the Safe Arm
δ Common Discount Factor
n Total Number of Players
l Number of Black Balls Removed Per Choice of the Risky Arm

k (State Variable) Number of Black Balls Remained in the Box at a Given Point

Note that the announcement that the chosen ball is removed is a good news that fully
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reveals that the risky arm is good. Under this news, the social planner should let all players

choose the risky arm, rendering the problem uninteresting.

Thus, we are only interested in how the social planners allocate the n players between

the risky arm and the safe arm along the no-good-news realization path (i.e., the realization

path on which the chosen ball is never removed). The following Bellman equation is the

recursive formulation of the social planner’s problem on this path (refer to the above table

for notations)5.

V (k) = max
j∈{0,1,...,n}

j

n
· rgk

k +KW

+
n− j
n
· s+ δ(

jl

k +KW

· VR +
k +KW − jl
k +KW

· V (k − jl))

where VR = rg/(1− δ) is the discounted payoff after the chosen ball is actually removed.

This Bellman equation reflects the basic trade-off that the social planner faces along the

no-good-news realization path. On one hand, risky arm becomes more likely to be bad as

the number of black balls in the box decreases, thus making the safe arm a more attractive

choice; on the other hand, choosing the risky arm always generates additional information

that will improve all subsequent decisions. Thus, the planner faces a trade-off between the

short run risk of choosing a bad risky arm and the long run benefit of generating information.

It turns out that the optimal strategy of the social planner is a cutoff strategy. That is,

there is a cutoff such that, if the number of black balls in the box is weakly larger than this

cutoff, all players should choose the risky arm, otherwise, all players should choose the safe

arm. This cutoff k̄ln is characterized by the following equation.

k̄ln = k̄0 −
lnδ

1− δ

where k̄0 is the solution to the equation rk/(k +KW ) = s. That is, k̄0 is the cutoff at which

a risk neutral player is myopically indifferent between the risky arm and the safe arm.

The cutoff has a simple interpretation. k̄0 represents the myopic cutoff at which the social

planner would stop choosing the risky arm if it does not yield new information. (lnδ)/(1− δ)
represents how much more risk the social planner is willing to take when the risky arm yields

new information. Note that ln is the number of balls removed per period from the box when

the social planner chooses the risky arm. The larger this number is, the faster the social

planner learns, and therefore the more risk the social planner is willing to take beyond the

myopic cutoff.

Proposition 1. The following characterizes the optimal experimentation for a social plan-

5Here we do not allow the social planner to randomize for ease of exposition. However, randomization
will not affect our result.

8



ner: along the no-good-news realization path, the social planner chooses only the risky arm

when the number of black balls in the box is weakly larger than k̄ln and only the safe arm

when the number of black balls in the box is smaller than k̄ln.

The solution to a lone decision maker’s problem is the special case where n = 1.

Collorary 1. The following characterizes the optimal experimentation for a lone decision

maker: along the no-good-news realization path, the decision maker chooses only the risky

arm when the number of black balls in the box is weakly larger than k̄l and only the safe arm

when the number of black balls in the box is smaller than k̄l.

Note that, even when we assume away risk neutrality, a lone decision maker’s Bernoulli

utility function enters the above Bellman equation only through rg and s. This observation

gives us the following proposition.

Proposition 2. The difference between a lone decision maker’s cutoff and her myopic cutoff

does not depend on her risk attitude. That is, let u be the decision maker’s Bernoulli utility

function and let k̄u0 be the the solution to u(rg)k/(k +KW ) = u(s) (i.e., the myopic cutoff).

Then we have k̄ul = k̄u0 − lδ/(1− δ).

Thus, the lone decision maker always take the same amount of additional risk beyond

the myopic cutoff regardless of her Bernoulli utility. This strong result only depends on the

expected utility and exponential discounting.

2.3 Non-cooperative Game Problem

Here we describe the symmetric Markov perfect equilibrium for a group of non-cooperative

players. By a Markov perfect equilibrium, we mean an equilibrium at which each player uses

a strategy that depends only on the posterior belief (or equivalently, the number of black

balls remained) in that period and not on the other player(s)’ past actions.

This equilibrium refinement is reasonable in our setting because there is no payoff exter-

nality among the players. As such, the posterior belief is the only payoff relevant part of the

game. Again, we focus on the no-good-news realization path because, after the realization

of the good news, choosing the risky arm becomes dominant.

Figure 2 shows the numerical characterization of the symmetric equilibrium strategy

when n = 2 and when n = 3, allowing the players to randomize between the safe arm and

the risky arm.

In the following proposition, we summarize the general patterns of this symmetric equi-

librium that are true regardless of our choice of parameters.
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Figure 2: Equilibrium Strategy

(a) Equilibrium Strategy (n=2) (b) Equilibrium Strategy (n=3)

Proposition 3. The symmetric Markov perfect equilibrium for a group of non-cooperative

players always have the following properties: (1) the players choose only the safe arm when

the belief is below the lone decision maker cutoff k̄l, and (2) they choose only the risky arm

when the belief is just above k̄l.

We also find that, when the belief is slightly above k̄l, the players alternate between

randomizing and choosing only the risky arm. This is an artifact of the discreteness of the

model: because the players choose only the risky arm at the just-above-k̄l belief, the value

at this belief is much higher than the value at the just-below-k̄l belief. Thus, the players

randomize to avoid falling into the just-below-k̄l belief. We conjecture that a continuous

time version of our model can eliminate such alternation between choosing the risky arm

and randomization.

We do not claim that this equilibrium is the unique equilibrium because it clearly ignores

the possibility that a player may base her action on other player(s)’ past actions. However,

as the following proposition shows, its property that the players do not choose the risky arm

below k̄l holds more generally.

Proposition 4. There is no perfect Bayesian equilibrium (PBE) where a player chooses the

risky arm when the number of black balls in the box is below k̄l.

Proof : To begin with, there is no PBE in which, along the no-good-news realization path,

the players choose only the risky arm in all periods. This is obvious because as they choose

the risky arm along this realization path, they will eventually reveal that the risky arm is

bad, in which case it cannot be sequentially rational to choose the risky arm. Thus, in a
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PBE strategy profile, on any no-good-news path of history, there must be a point at which,

starting from it, all players choose the safe arm regardless of what other players do.

Take a PBE strategy profile and a no-good-news path of history. Let k̂ be the number

of black balls in the box the last time some players choose the risky arm along this path of

history. We look at the player i’s problem at this point given that j other players choose the

risky arm. If the player i chooses the risky arm, her value is

k̂r

k̂ +KW

+ δ(
(j + 1)lr

(k̂ +KW )(1− δ)
+

(k̂ +KW − (j + 1)l)E(s)

(k̂ +KW )(1− δ)
),

whereas if the player i chooses the safe arm, her value is

E(s) + δ(
jlr

(k̂ +KW )(1− δ)
+

(k̂ +KW − jl)E(s)

(k̂ +KW )(1− δ)
).

The difference between the two values are increasing in k̂ and does not depend on j. Moreover,

it is nonnegative if and only if k̂ ≥ k̄l.

Thus, at the history where some players choose the risky arm for the last time and then

all the players switch to the safe arm permanently, the number of black balls in the box must

not be below k̄l.

Because the belief at which the players stop choosing the risky arm is directly tied to the

amount of information accumulated, this proposition tells us that, regardless of the number

of players, the group does not accumulate more information than an individual.

Note that, although our game is infinitely repeated, the game unravels in a similar way

as a finitely repeated game. This comes from our dynamic information structure. When the

good news comes, the state is revealed and choosing the risky arm becomes dominant. But,

when the good news does not come, as players experiment, they will eventually come to an

essential end point where choosing the safe arm becomes dominant. In either case, the game

will come to an essential end point beyond which no cooperation can be sustained through

punishments and rewards, which causes the repeated game to unravel from that essential

end point.

Unlike a finitely repeated game, however, this essential end point is endogenously deter-

mined by the learning process. For our learning process, this essential end point coincide with

the lone decision maker cutoff k̄l. More generally, however, depending on the learning pro-

cess, the essential end point can be equal to the efficient cutoff of the society, which makes it

possible for the players to achieve the efficient amount of information in equilibrium (Hörner

et al., 2019). Thus, the fact that the game is physically infinitely repeated and that there is
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a endogenously determined essential end point makes our game distinct from the repeated

games typically studied in the experimental literature.

3 Experimental Design

Our experiment consists of three parts. Part 1, which has 1 round, is a standard Becker,

Degroot and Marshark (1964) risk preference elicitation over the relevant region using the

same framing as the other parts. Here we elicit k̄0.

Part 2, which has 4 rounds, is an individual experimentation game where the subjects

choose between the risky arm (choice A) and a safe arm (choice B). Here we elicit k̄l.

Part 3, which has 12 rounds, is a group experimentation game that is almost identical

to Part 2 except that the subjects experiment in groups and the information revealed from

the experimentation is public to all players in the group. Here, we study the group behavior

based on our knowledge of the previous parts.

3.1 Part 1: Risk Preference

In this part, each subject chooses between a lottery that changes with a parameter x and a

fixed lottery. x has 26 possible values and thus essentially the subject needs to make choices

between 26 pairs of lottery.

More specifically, the subject is presented with two boxes, Box A and Box B. Box A

contains x black balls and 100 white balls, and Box B contains 50 black balls and 100 white

balls. From each box we randomly choose a ball, put a mark on it, and put it back in the

box. We call the marked ball in Box A the “Marked Ball A” and the marked ball in Box B

the “Marked Ball B”.

For each x ∈ {50, 48, 46, ..., 0}6, the subject chooses between two marked balls, knowing

the composition of each box but not the color of the marked balls. Her payoff scheme, which

is the same in all other parts, is as follows.
$16 the Marked Ball A chosen and it is black

$15 the Marked Ball B chosen and it is black

$0 otherwise

Thus, essentially, for each x ∈ {50, 48, 46, ..., 0}, the subject chooses between a lottery that

gives $16 with a x/(100 + x) probability and a lottery that gives $15 with a 1/3 probability.

6This descending order of x is exactly what is presented to the subjects.
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At the end of the round, we uniformly randomly choose one x out of the 26 possible values

and we take the subject’s payoff under that x as her payoff of this part.

Note that the payoffs are designed so that initially when x = 50, choosing the Marked

Ball A first order stochastic dominates the Marked Ball B, but not too much so. We choose

this design based on two conflicting concerns. On one hand, we want to ensure that all players

will initially prefer the risky arm to the safe arm regardless of the risk attitude. On the other

hand, we want the players to quickly reach the belief where they would myopically prefer

the safe arm as they experiment in Part 2 and Part 3.

3.1.1 Part 2: The Individual Experimentation Game

Similar to Part 1, each subject is presented with two boxes, Box A and Box B. Each box has

50 black balls and 100 white balls. Each box contains one randomly marked ball. Therefore,

without new information, each marked ball is black with a 1/3 probability.

Each subject indefinitely repeatedly chooses between the Marked Ball A and the Marked

Ball B. Each time the subject makes a choice, with 1/8 probability, the game terminates

and she is paid for her last choice according to the same payoff scheme as Part 17; with 7/8

probability, the game continues and she remakes her choice.

Before she remakes her choice, if she previously chooses the Marked Ball A, we randomly

remove l black balls from Box A8 and announce whether the Marked Ball A has been removed

or not. If she chooses the Marked Ball B, we do nothing9.

The procedure of Part 2 is summarized in Figure 3.

We are mainly interested in the cutoff belief at which a subject switch from choosing the

risky arm (Marked Ball A) to choosing the safe arm (Marked Ball B) permanently along the

no-good-news realization path. However, to identify this cutoff belief, it is required that the

good news does not arrive before the belief reaches this cutoff.

To overcome this identification issue, we use the strategy method and ask what she would

choose if the Marked Ball A is removed and if it is not10. This allows us to elicit the cutoff

of interest in all sufficiently long supergames regardless of how the game unfolds.

7Paying only the last period of an indefinitely repeated game is incentive compatible under mild conditions.
See Azrieli et al. (2018), Chandrasekhar (2011), Frechette et al. (2011), and Sherstyuk et al. (2013).

8As in the theoretical model, the way we choose l black balls to remove is independent of the true color
of the Marked Ball A or B.

9If there is no black ball left in Box A and the subject still chooses A, then we do nothing. We never
remove any white ball from Box A and never remove any ball from Box B.

10In practice, because the announcement that the Marked Ball A is removed makes choosing A trivially
optimal, we make this choice on behalf of the subjects to lessen their burden.
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Figure 3: Part 2 Procedure Summary

3.1.2 Part 3: The Group Experimentation Game

Part 3 is similar to Part 2 in many ways: 1) there is a Box A and a Box B, with each box

containing 50 black balls and 100 white balls, 2) a Marked Ball A and a Marked Ball B are

randomly chosen from each box in the beginning unknown to the subjects, 3) each subject

chooses between the two Marked Balls indefinitely repeatedly (with the same continuation

probability) and we only pay the choice in the last period according to the same payment

scheme, and 4) we announce in each period whether the Marked Ball A has been removed

or not.

However, unlike Part 2, in the beginning of a round in Part 3, we randomly divide the

subjects into groups of n subjects. All members in a group face the same pairs of boxes,

the same pair of Marked Balls, and the same announcement regarding whether the Marked

Ball A is removed. Moreover, we remove l black balls from Box A for every member who

chooses the Marked Ball A. For example, if 2 members choose the Marked Ball A, we remove

2l black balls from Box A. Thus, one player can affect another player in the same group

through changing the future belief.

Similar to Part 2, the cutoff belief at which a player switch to the safe arm permanently

is only elicitable when the good news does not arrive before the player reaches this cutoff

belief. Thus, we use the strategy method and ask each player what she would respond if the

Marked Ball A is removed and if it is not. In addition, the game is a repeated game within

the group of players where a large number of information sets are not reached on the path of
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play. Thus, we also ask each player what action she would take if j ∈ {0, 1, ..., n− 1} other

players previously chose the risky arm. This gives us 2 × n responses in each period from

each subject11.

4 Treatments and Hypotheses

Table 2: Treatments

Speed of Learning l Number of Players in a Group n
Treatment 1 2 2
Treatment 2 3 2
Treatment 3 2 3

Our experiment has two main treatment variables: the number of balls l removed per

unit of experimentation (i.e., the speed of learning) and the number of players n in a group.

The two treatment variables help us test a variety of behavioral hypotheses, which we state

as follows.

Hypothesis 1: When choosing the risky arm yields future value of information, a player

chooses the risky arm even when the belief is lower than her myopic cutoff.

Hypothesis 2: When the speed of learning l is higher, a player stop choosing the risky arm

at a lower belief.

Hypothesis 3: For all players, the difference between the lone decision cutoff and the myopic

cutoff is lδ/(1− δ).
The first three hypotheses are about the decision aspect of our experiment. Hypothesis

1 and Hypothesis 2 are qualitative predictions of our model that players choose the risky

arm at lower belief when the value of information is higher. Hypothesis 3 is a quantitative

prediction of the model given by Proposition 2 regarding how much beyond the myopic belief

the players are willing to go when the risky arm yields new information.

Hypothesis 5: In Part 3, a player’s choice of the arms does not depends on the other

players’ past actions in the group.

Hypothesis 6: In Part 3, a player does not choose the risky arm when the belief is lower

than her lone decision cutoff.

The last two hypotheses are about the strategic aspect of our experiment. Hypothesis 5

is about whether a player chooses a Markov strategy. By looking at whether the subjects

11Similar to Part 2, because the announcement that the Marked Ball A is removed makes choosing A
trivially optimal, we make this choice on behalf of the subjects, which gives us n meaningful response in each
period from each subject.
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react to other players’ actions holding the belief constant, we can directly test the Markov

equilibrium refinement often used in the theoretical literature. Finally, Hypothesis 6 is our

main prediction of the model that larger groups do not generate more information than

smaller groups (or individuals).

5 Main Experimental Results

13 experimental sessions are conducted during January and February 2020 at the Ohio State

University. Subjects are recruited through ORSEE (Greiner, 2015) from the university’s

subject pool and are predominantly undergraduate students at the Ohio State University.

We ran 4-5 sessions for each treatment12 with 197 subjects in total. At the beginning of each

session, we handed out written instructions (of all 3 parts) to the subjects and read them

out loud in from of the subjects before each part begins. The experiment was programmed

in oTree (Chen et al., 2016). At the end of the experiment, 3 random rounds are chosen, and

the subjects are paid privately the sum of their earnings within these 3 rounds in addition to

a $12 of show-up fee. Each session lasted 90 - 120 minutes depending on the realized length

of the supergames in Part 2 and Part 3. The average length of supergames is 8.875 and the

average earning is $30.24.

5.1 Individual Experimentation

We first start with discussing the decision aspect of the experiment. For all the following

discussion, unless noted otherwise, we focus on long enough supergames (supergames with

length of 11 or more) in Part 2 because a supergame that is too short does not help us

identify at what belief the players switch to the safe arm13.

Table 3: Median Cutoffs in Part 1 and Part 2

l n Part 1 Part 2

Treatment 1 2 2 44 [k̄0 = 46] 32 [k̄2 = 32]
Treatment 2 3 2 46 [k̄0 = 46] 26 [k̄3 = 25]
Treatment 3 2 3 46 [k̄0 = 46] 32 [k̄2 = 32]

Note: the risk neutral cutoff in the square bracket.

12We planned 4 sessions for each treatment. However, a technical problem occurred during a session in
Treatment 2, leaving us with only partial data. Therefore, we ran one additional session for Treatment 2.

13One concern is that even subgames with length of 11 may still be too short for some subjects. However,
our results do not change significantly when we focus on supergames with length of 15 or more.
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Table 3 reports the median belief at which the subjects choose the risky arm (or choice A)

for the last time in Part 1 and Part 2 (with the theoretical predictions in the square brackets).

We focus on the median because the mean is sensitive to non-monotonic strategies played

by some subjects.

From Table 3 we see that the median cutoff belief is almost exactly the same as the risk

neutral cutoff belief in Part 1 and Part 2 for all treatments. In particular, we see that the

subjects react to the change of the value of information rationally. This can be seen from the

fact that 1) they overall choose the risky arm under lower belief in Part 2 (where the risky

arm generates information) than in Part 1 (where the risky arm generates no information),

and that 2) they choose the risky arm under lower belief in Part 2 of Treatment 2 (where

the speed of learning is higher) than the other treatments.

Result 1: The median behavior is well captured by the risk neutral model. In particular,

the subjects generally choose the risky arm beyond their myopic cutoff when it generates

new information, and they generally take more risk when the speed of learning is higher.

Figure 4: Cutoff Beliefs in Part 1 and Part 2

(a) Treatment 1 (b) Treatment 2 (c) Treatment 3

However, note that our theoretical model gives a much stronger prediction that the

difference between the cutoff in Part 1 and Part 2 are exactly the same for all players. This

is generally not true. Figure 4 shows the how the cutoffs of two parts are distributed over

the R2 plane. Theory predicts that all the points should be on the green dashed line.

Indeed, we see most of the data points (78.31%) are below the 45 degree line (red line),

which means that, for most subjects, their cutoff in Part 2 is lower than in Part 1. However,
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only 16.87% of the data points are within one unit of experimentation (l balls) away from

the theoretical prediction (green line). Thus, although the median behavior is well captured

by the risk neutral model, we have a large heterogeneity in how much additional risk the

players are willing to take beyond the myopic cutoff to generate information that cannot be

explained by the expected utility assumption.

Moreover, although the theory predicts perfect correlation between the two cutoffs, we

find no significant correlation between the cutoff in Part 1 and the cutoff in Part 2. Even for

the subjects who use cutoff strategies in Part 1, whose behavior is presumably more regular,

we find that the correlation between the two cutoffs are not statistically significant14. Thus,

the risk neutral model captures well the median behavior of the subjects but not the indi-

vidual behavior.

Result 2: At the individual level, there is a large heterogeneity in the amount of risk taken

by the subjects that cannot be explained by the expected utility theory. Moreover, there is

no evidence that the amount of risk taken in Part 1 and Part 2 are correlated.

Another relevant aspect of the experimentation is how the subjects react to the change

in belief. Figure 5 shows the fraction of players who choose the risky arm under each belief15

in Part 1 and in Part 2.

Here we can see that the subjects are responsive to both the current belief and the future

value of information. First, we see that the subjects respond to the belief monotonically in

all treatments. Second, we see that the subjects switch to the safe arm slower in Part 2 than

in Part 1 and they do so even slower when the speed of learning is higher. A probit regression

confirms that the probability of the risky arm chosen is significantly affected by both the

belief and the speed of learning (p < 0.001, clustered at the subject level).

However, although the overall choice is monotone in the belief, not all subjects choose

cutoff strategies16 as the theory predicts. In Part 1, cutoff strategies are used in 75.63% of

the decisions, whereas in Part 2, they are used in 45.18% of supergames with length 11 or

more. Moreover, only 25.3% of the subjects use cutoff strategies in all of the supergames

with length 11 or more in Part 2.

Two factors may have contributed to this difference between Part 1 and Part 2. First, Part

14However, the reason that we get this statistically insignificant result might be that our experiment is
designed so that the subjects systematically switch from the risky arm to the safe arm early in Part 1. This
design choice might have suppressed the variation in the cutoffs in Part 1.

15In Part 2, only those who are willing to experiment can reach low beliefs. To deal with this selection
effect, we assume that she chooses the safe arm under unreached beliefs.

16If a subject chooses only the risky arm (or only the safe arm) within a supergame, we still say that she
chooses a cutoff strategy.
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Figure 5: Frequency of Risky Arm Chosen under Each Belief in Part 1 and Part 2

(a) Part 1 (b) Part 2

2 is simply more complex than Part 1, which makes it harder for the subjects to express their

preference. Second, more information always help subsequent decisions, which may motivate

the subjects to choose the risky arm when the supergame turn out to be unexpectedly long,

although stationarity of the game requires them not to do so.

However, the non-monotonicity in the behavior of the subjects does not substantially

change our results. For example, even when we only look at those supergames where cutoff

strategies are used, the median cutoff belief is either the same or only a unit (l balls) away

from the risk neutral benchmark.

Result 3: The subjects generally choose the risky arm more frequently under higher belief

and higher speed of learning. However, we see a significant amount of non-monotonic behav-

ior at the individual level, especially in Part 2.

5.2 Group Experimentation: Main Equilibrium Prediction

We next discuss the strategic aspect of the experiment. Here we also focus on the supergames

with length 11 or above in Part 2 and Part 3.

Recall that we have collected the subjects’ response via the strategy method and allow

them to react to how many of other group member(s) previously chose the risky arm. This
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allows us to observe some behavior outside of the actual path of play.

In this section, we first analyze the behavior along the path of play. The behavior off the

path of play is discussed in the next section.

Table 4: Median Cutoffs in Part 2 and Part 3

l n Part 2 [Optimal] Part 3 [Equilibrium, Efficiency]

Treatment 1 2 2 32 [k̄2 = 32] 28 [k̄2 = 32, k̄4 = 18]
Treatment 2 3 2 26 [k̄3 = 25] 20 [k̄3 = 25, k̄6 = 4]
Treatment 3 2 3 32 [k̄2 = 32] 22 [k̄2 = 32, k̄6 = 4]

Note: the risk neutral cutoff in the square bracket.

Table 4 reports the median cutoff in Part 2 and Part 3 along the path of play. Two

things suggests that the cutoff depends on the number of players. First, we see that, in each

treatment, the subjects tend to choose the risky arm at a lower belief when they are in a

group (Part 2) than when they are alone (Part 3). Second, we see that the subjects in the

larger groups (Treatment 3) tend to stop at a lower belief than those in the smaller groups

(Treatment 1). Both findings are confirmed by the median quantile regression (p < 0.001).

Therefore, our equilibrium prediction that the cutoff belief is the same regardless of the

number of players does not empirically hold.

However, at the same time, we also see that the players stop at much higher beliefs than

what efficiency requires and that efficiency tend to slightly decrease in the number of players.

To see this, recall that the efficient cutoff is decreasing in the product of n and l. However,

the median cutoff belief in Part 2 of Treatment 2 (nl = 3) is slightly lower than the median

cutoff belief in Part 3 of Treatment 1 (nl = 4), although efficiency requires the players to

take more risk in the latter case. Moreover, the median cutoff belief in Part 3 of Treatment

2 (nl = 6) is slightly lower than the median cutoff belief in Part 3 of Treatment 3 (nl = 6),

although efficiency requires the players to take equal amount of risk in both cases17. Thus,

the larger the group, the less efficient amount of information the group tends to generate.

Result 4: The median subject choose the risky arm at a lower belief with more players,

which is against the equilibrium prediction. However, the subjects generally do not reach

efficiency and larger groups tend to be slightly less efficient.

Figure 6 shows the fraction of players who choose risky arm under each belief along the

path of play in Part 3. Again we see that the players tend to react monotonically to the belief.

17However, the median quantile regression of cutoffs on treatments shows that the difference is only
marginally statistically significant (p < 0.1).
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Moreover, in line with what we find in Table 4, we see that overall 1) the subjects choose the

risky arm more often with higher speed of learning and more players in a group, and 2) they

react to the change in the speed of learning slightly more than the change in the number of

players in a group. A probit regression confirms that the probability of the risky arm chosen

is indeed affected by the treatments (p < 0.001, clustered at the subject level), although the

difference between the treatment 2 and the treatment 3 is not statistically significant.

Figure 6: Frequency of Risky Arm Chosen under Each Belief in Part 3

Result 5: The subjects generally choose the risky arm more frequently under higher belief,

higher speed of learning, and larger group size.

5.3 Group Experimentation: Markovness of the Strategies

So far, we see that, against the equilibrium prediction, the subjects tend to stop at a lower

belief when in a larger group than when in a smaller group or when alone. At a first glance,

this seems to suggest that players are cooperating to achieve higher efficiency as is typical

in other repeated games.

However, what is also typical in the repeated games is that the players reciprocate (reward

cooperation and punish non-cooperation of) each other to reach cooperation. Is it also the

case in our environment?

To answer this question, we also look at the behavior off the path of play and see whether

21



the players react to other players’ past actions. Theoretically, this corresponds to whether

the players choose Markov strategies.

Table 5 reports the probit regression of the choice of the risky arm on the belief and

the dummy variable(s) indicating how many of other group members previously choose the

risky arm. We see that, in all treatments, the main determinant of the choice of the risky

arm is the current belief. Whether or not the other player(s) chose the risky arm in the last

period does not have any significant impact18. This suggests that the players generally do

not condition their actions on the other players’ past actions.

Table 5: Probit Regression of the Choice of Risky Arm

Probit Regression of 1{Choice of Risky Arm}
Treatment 1 Treatment 2 Treatment 3

Belief 0.0633 0.0510 0.0532
(0.0042)∗∗∗ (0.0034)∗∗∗ (0.0037)∗∗∗

One Other -0.0267 0.0179 0.0040
(0.0510) (0.0394) (0.0383)

Two Other -0.1312
(.0659)∗

Constant -1.9389 -1.0689 -1.2383
(0.1300)∗∗∗ (0.1149)∗∗∗ (0.1250)∗∗∗

* p < 0.05, ** p < 0.01, *** p < 0.001
Robust standard errors (clustered at the subject level) in
parentheses.

Figure 7 shows this result in a more straightforward way. We see from the figure that, for

every treatment, at every level of belief, we find that the subjects do not choose the risky

arm more frequently when the other player(s) chose the risky arm in the previous period.

This suggests that, the subjects do not reciprocate each other in our environment, although

it is typical that they do so in other repeated game.

Result 6: The subjects do not react to what others did in the previous period. Therefore,

there is no evidence for reciprocation.

6 Discussion

In summary, this paper examines a repeated public good game where each player performs

risky experimentation to generate public information. For this purpose, we develop a novel

18In Treatment 2, when the subjects are told that both of the other subjects previously chose the risky
arm, they on average choose the risky arm less, which is the opposite of what we expect from reciprocation.
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Figure 7: Frequency of Risky Arm Given the Other Players’ Previous Actions

(a) Treatment 1 (b) Treatment 2 (c) Treatment 3

experimental design that significantly simplifies the multi-armed bandit problem for the

subjects. Our equilibrium prediction is that each player will never bear more risk than

when she experiments alone, regardless of the number of players. However, we find that this

equilibrium prediction does not empirically hold, and the subjects typically bear more risk

and experiment under lower belief in a large group than in a small group. Curiously, although

this is an infinitely repeated game, we find virtually no evidence that the players reciprocate

each other based on what others did in the past.

The lack of evidence for reciprocation may be driven by two interesting features specific

to strategic experimentation. First, in our environment, the intention of an action is difficult

to read. As is noted by Rand et al. (2015), in order to sustain cooperation effectively, it is

important that the players can observe the intention of the other players. However, in our

environment, when we see a player choosing the risky arm, it is difficult to tell whether she

does so out of kindness or she does so simply because of her preference for more information.

Second, even if a player observes that the other players previously chose the risky arm and

knows that they have done so out of good intention, she may not want to choose the risky arm

simply because other players generated bad signals about the state. In our game, the signals

generated by the experimentation affect the actions mostly when they are bad: in most cases,

a good signal lets a player take the same action and keep on experimenting, whereas a bad

signal may induce a player to stop experimenting. Thus, when a player considers changing

her action to react positively to good intention, she must be struck by some bad signals,

which may significantly weaken the effect of good intention.

These two features are not specific to the learning process that we use in this experiment,
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and, therefore, we conjecture that a similar result can be found more broadly in a strategic

experimentation environment and even in the field.

We conclude this paper with a comment on our experimental design. One of the main

contributions of this paper is that we combine two results from Green and Stockey (1978)

and argue that a dynamic information partition can be represented by a dynamic infor-

mation partition that becomes finer with more experimentation. In principle, this idea can

help us implement any dynamic learning process. In practice, depending on what kind of

dynamics the experimenter wants to introduce, the description of the process may become

too complicated to explain to the subjects. An important line of future research is, therefore,

to find some other useful learning processes that are both easy to implement in the lab and

informative about how people learn in a dynamic environment.
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Appendix A: Instructions

Welcome. Thank you for participating in this study. This is a 120-minute study of economic

decision-making.

The instructions are simple. If you follow them carefully and make good decisions in this

experiment, you may earn a substantial amount of money, which will be paid to you in cash

at the end of the experiment.

In this experiment, there are three parts. We will explain each part as we move to that

part. As you can verify, your choices in one part of the experiment will not affect what

happens in any other part. So, we recommend that you focus on each part without worrying

about the later part(s).

Each part has multiple rounds, which is summarized as follows. In total, there will be 17

rounds.

Part 1 (1 Round), Part 2 (4 Rounds), Part 3 (12 Rounds)

After you are finished with the experiment, in addition to your show-up fee ($12), we will

pay you what you earn in three random rounds out of the 17 rounds. That is, each round in

each part is equally likely to be the ones that count. So, we recommend that you act in each

round as if it is a round that counts.

Each part of the experiment is about the color of a ball. As you can verify, this experiment

is designed so that it is of your best interest to believe what we tell you to believe about

the likelihood of the color of the ball. For example, if we tell you that the ball is black with

a 30% chance, we mean it. The policies of our lab prohibit us from lying to you. So, we

recommend that you do what you consider the best to do given that you believe what we

tell you about the chances.

Part 1 (1 Round)

1. The Marked Ball

There are two boxes, Box A and Box B. Box A has x black balls and 100 white balls, and

Box B has 50 black balls and 100 white balls. You will know x by the time you make your

decision.

At the beginning of each round, we will randomly draw a ball from Box A, mark it, and

put it back in Box A. We will call this ball “the Marked Ball A”. Similarly, we will randomly

draw a ball from Box B, mark it, and put it back in Box B. We will call this ball “the Marked

Ball B”.

28



So, each of the Marked Ball A and the Marked Ball B can be black or white, and one

Marked Ball has nothing to do with the other Marked Ball. We will not tell you the color of

the two balls until the very end of a round.

Takeaway : There are two boxes. Each box has some black balls and some white balls.

Each box has a Marked Ball. So, each Marked Ball can be black or white.

2. Your Choice

You only need to choose between (the Marked Ball) A and (the Marked Ball) B. If you

choose A, you get a payoff that depends on the color of the Marked Ball A. If you choose

B, you get a payoff that depends on the color of the Marked Ball B. The following table

summarizes the payoff that you get in each case.

Choose Marked Ball A Choose Marked Ball B
Marked Ball A is Black Get $16 Marked Ball B is Black (33.3 %) Get $15
Marked Ball A is White Get $0 Marked Ball B is White (66.7 %) Get $0

So, for example, when x is 50 (i.e., when Box A contains 50 black balls), because there

are 100 white balls in Box A, if you choose the Marked Ball A, you get $16 with 33.3%

(50/150) chance, and if you choose the Marked Ball B, you get $15 with 33.3% chance.

Takeaway : You choose between the Marked Ball A and B. If you choose a Marked Ball,

you get a payoff that depends on the color of that Marked Ball.

3. The Number of Black Balls

You need to make your choice of the Marked Balls given the number x of black balls. We

will ask you what you choose if the number x is 50, if the number x is 48, if the number x

is 46, and so on until x reaches 0.

So, you need to make 26 choices between the Marked Ball A and the Marked Ball B.

In the end, one x out of the 26 possible values of x will be randomly chosen (with equal

chance), which will determine the number of black balls in Box A. Then, we will randomly

mark a ball in each box as is shown above, and you will get a payoff that depends on the

color of the Marked Ball that you have chosen under that x.

Note that the numbers are designed so that, when the number of black balls in Box A

is 50, the Marked Ball A and the Marked Ball B have the same chance to be black, but the

prize of the Marked Ball A is higher. So, when x = 50, there is no good reason for you to

choose the Marked Ball B.

Takeaway : You choose a Marked Ball supposing that the number of black balls x in Box

A is 50, 48, 46, ..., 2, 0. Then, we will randomly pick one x among these possible values of
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x. Then we will mark a ball in Box A and mark a ball in Box B. Your payoff of this round

depends on the color of the Marked Ball you chose under that x.

Part 2 (4 Rounds)

1. The Marked Balls

Similar to Part 1, there are two boxes, Box A and Box B. Unlike Part 1, both Box A and

Box B have 50 black balls and 100 white balls. That is, you know the number of black balls

in Box A from the beginning.

Then, similar to Part 1, we will randomly draw a ball from Box A, mark it, put it back

in Box A, and call it “the Marked Ball A”. And we will randomly draw a ball from Box B,

mark it, put it back in Box B, and call it “the Marked Ball B”.

Throughout a round, the Marked Ball A remains the same and so does the Marked Ball

B. So, for example, if the Marked Ball A is black in the beginning, it will remain black until

the end of this round. Similarly, if the Marked Ball B is black in the beginning, it will remain

black until the end of this round.

But the color of one Marked Ball has nothing to do with the color of the other Marked

Ball.

Takeaway : There are two boxes. Each box has 50 black balls and 100 white balls. Each

box has a Marked Ball. So, without more information, each Marked Ball can be black (with

a 33.3% chance) or white (with a 66.7% chance).

2. Your Choice

Similar to Part 1, you choose between “(the Marked Ball) A” and “(the Marked Ball)

B” and you will get a payoff that depends on the color of the Marked Ball you choose as is

summarized in the following table.

Choose Marked Ball A Choose Marked Ball B
Marked Ball A is Black (33.3 %) Get $16 Marked Ball B is Black (33.3 %) Get $15
Marked Ball A is White (66.7 %) Get $0 Marked Ball B is White (66.7 %) Get $0

Here is where things are different from Part 1.

When you choose between A and B, that choice may or may not be your final choice of

this round. Specifically, every time you make your choice, we will roll an 8-sided die (in the

computer), with each side labeled a number from 1 to 8. If the roll of the die is 1 (i.e., with a

1/8 chance), your choice is final. If the roll of the die is anything else (i.e., with 7/8 chance),

you need to make the same choice again, possibly with new information.

30



This die roll happens no matter how many times you have made your choice. That is,

after you make your 1st choice, we will roll the 8-sided die, and your 1st choice may or may

not be final. After you make your 12th choice, we will also roll the same die and your 12th

choice may or may not be final. So, every single choice can be final. In the end, only your final

choice counts. That is, your payoff of this round only depends on the color of the Marked

Ball you have chosen (A or B) in your final choice of this round.

Takeaway : You choose between the Marked Ball A and the Marked Ball B. After you

have made a choice, we roll a 8-sided die. We ask you to make the same choice repeatedly

until the die roll is 1. Your payoff of this round only depends on the color of the Marked Ball

you have chosen in the final choice of this round.

3. New Information

Before you remake your choice (that is, the die roll is not 1), depending on your previous

choice, we may give you some new information that helps you remake your choice.

If your previous choice is to choose the Marked Ball B, nothing happens, and you face

the same choices with the same information as in your previous choice, but you can change

your answer.

If your previous choice is to choose the Marked Ball A, we will give you some new

information about the Marked Ball A so that you make a more informed choice when you

remake your choice.

Specifically, if your previous choice is the Marked Ball A, we will shuffle the Box A,

randomly throw away 2 black balls from Box A, and announce to you whether the Marked

Ball A is in or out of Box A. The black balls thrown away from Box A will never be put

back into Box A.

The following pictures explain what happens when we throw away some black balls from

Box A and tell you whether the Marked Ball A is in or out of Box A.
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Suppose we throw away some black balls and tell you that the Marked Ball A is out of

Box A. Then, because we only throw away black balls from Box A, this announcement tells

you that the Marked Ball A is black. But suppose instead that we tell you that the Marked

Ball A is still in Box A. Then because Box A now contains fewer black balls, it becomes less

likely that the Marked Ball A is black.

Note that throwing away more black balls always help you, in two ways.

1) It becomes more likely that the Marked Ball A is thrown away, so that you know that

the Marked Ball A is black and get $16 for sure.

2) Box A contains fewer black balls, so that the announcement that the Marked Ball A

is in Box A makes you more confident that the Marked Ball A is white. This means that it

becomes less likely for you to incorrectly switch to B when the Marked Ball A is actually

black.

As long as some black balls are thrown away, the Marked Ball A may or may not be

out of Box A. So, we will ask you to make your choices between the Marked Ball A and the

Marked Ball B for both possible cases. That is, we will ask you

1) what you will choose supposing that the Marked Ball A is out of Box A and

2) what you will choose supposing that the Marked Ball A is in Box A.

If the Marked Ball A is actually out of Box A at that point, then the former choice counts,

if not, the latter choice counts. But to make things easy for you, we will automatically choose

the Marked Ball A for you when it is out of Box A. So, all you need to decide is whether to

choose A or B supposing that we tell you that the Marked Ball A is still in Box A.

Takeaway : When the die roll is not 1 (so that you get to make the choice again) and you

previously choose the Marked Ball A, we will throw away some black balls from Box A and

tell you whether the Marked Ball A is in or out of Box A. This will help you in making your

choice again.

Several points are worth mentioning:
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a) Your payoff has nothing to do with whether the Marked Ball A is in or out of Box A.

It only depends on the color of the Marked Ball you have chosen in your final choice. So, the

announcement that the Marked Ball A is out of Box A is good news to you because then

you know that the Marked Ball A is black for sure.

b) If Box A has no black ball, and you still choose the Marked Ball A, nothing will

happen. We will never throw away white balls from Box A, and we will never throw away

any balls from Box B.

4. Your Tradeoff

Choosing the Marked Ball A has pros and cons. On the pro side, because with 7/8 chance

your choice does not count (that is, it is not final), you may choose the Marked Ball A to

throw away some black balls from Box A to improve your later choices within this round.

Because the more ball that we throw away, the better decision you will make, there is always

some additional value in choosing A to throw away some more black balls.

On the con side, with a 1/8 chance your choice counts (that is, it is final). If the Marked

Ball A is still in Box A, then, as we throw away more and more black balls from Box A, it

becomes less and less likely that the Marked Ball A is black. So, because the current choice

may count, it becomes riskier to choose A relative to choosing B.

So, whether you want to choose the Marked Ball A depends on whether you think the

value of throwing away some more black balls is enough for you to choose A instead of B

when A is relatively riskier to B.

5. Summary

a) You choose between the Marked Ball A and the Marked Ball B. Each of them can be

black or white.

b) As long as the die roll does not give the number 1, you remake your choice between

the two Marked Balls.

c) If you choose the Marked Ball A, then, the next time you make your choice, we will

throw away some black balls and tell you whether the Marked Ball A is in or out of Box A.

Part 3 (12 Rounds)

Part 3 is similar to Part 2 in many ways. In this part, similar to Part 2, there are the Marked

Ball A and the Marked Ball B, you make choices between the two Marked Balls (possibly)

multiple times until the die roll is 1, and in the end, your payoff depends on the color of the

Marked Ball that you choose in your final choice.
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However, in Part 3, in the beginning of a round, you are randomly matched with 1 other

subject to form a group of 2. The group is formed randomly across rounds so that it is

unlikely that you are matched with the same person as in the previous rounds.

Each member in a group will face the same pair of Boxes, the same pair Marked Balls,

and the same die roll and get the same announcement about the Marked Ball A. In addition,

each member can affect how black balls are thrown away from Box A. Specifically, each

round goes as follows:

1. The Marked Ball

Similar to Part 2, There are two boxes. Each box has 50 black balls and 100 white balls.

Each box has a Marked Ball. So, without more information, each Marked Ball can be black

(with a 33.3% chance) or white (with a 66.7% chance).

2. Your Choice

Similar to Part 2, you choose between “the Marked Ball A” and “the Marked Ball B”. If

you choose a Marked Ball, you get a payoff that depends on the color of that Marked Ball.

Choose Marked Ball A Choose Marked Ball B
Marked Ball A is Black (33.3 %) Get $16 Marked Ball B is Black (33.3 %) Get $15
Marked Ball A is White (66.7 %) Get $0 Marked Ball B is White (66.7 %) Get $0

After you have made a choice, we roll an 8-sided die. We ask you to make the same choice

again as long as the die roll is not 1. Your choice is final when the die roll is 1, and only your

final choice counts. Your payoff of this round only depends on the color of the Marked Ball

you have chosen in the final choice of this round.

3. New Information

Similar to Part 2, before you remake your choice (that is, when you have made a choice

and the die roll is not 1), depending on last choices, we may give you some new information

that may help you remake your choice.

Here is where Part 3 is different from Part 2. Recall that you are now matched with 1

other subject. The new information that we will give you will depend on the choices of each

one of you.

To be more specific, for each of you whose last choice is to choose the Marked Ball A, we

will randomly throw away 2 black balls from Box A. That is, if two of you previously choose

the Marked Ball A, we randomly throw away 4 black balls from Box A; if only one of you
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previously choose the Marked Ball A, we randomly throw away 2 black balls from Box A; if

neither of you previously choose the Marked Ball A, we dont throw away any black balls.

Similar to Part 1, after we have thrown away some black balls, we will announce to both

members in your group how many of you previously chose A and whether the Marked Ball

A is in or out of Box A. If we announce that the Marked Ball A is out of Box A, that means

it is surely black. If we announce that the Marked Ball is in Box A, that means it is still one

of the balls in Box A, which now has fewer black balls.

So, both members in the group face the same announcement about the Marked Ball A.

On one hand, the more members choose the Marked Ball A, the faster the group learns about

it. On the other hand, a member can learn about the Marked Ball A without choosing it

(when it is risky to do so) as long as the other member chooses the Marked Ball A.

Takeaway : When the die roll is not 1 (so that you get to make the choice again) and

someone in the group previously choose the Marked Ball A, we will throw away some black

balls from Box A and tell you whether the Marked Ball A is in or out of Box A. The more

members choose the Marked Ball A, the more black balls we will throw away. This will help

you in making your choice again.

Similar to Part 2, as long as some black balls are thrown away, we will ask you to make

your choices between the Marked Ball A and the Marked Ball B for all possible cases that

you can face.

That is, we will ask you

1) what you will choose supposing that the Marked Ball A has been thrown away and

2) what you will choose supposing that the Marked Ball A has not been thrown away

plus the other group members did not choose the Marked Ball A and

3) what you will choose supposing that the Marked Ball A has not been thrown away

plus the other group member chose the Marked Ball A.

Because only one of the cases can be true, your choice under that case is the one that

counts. But, again, to make things easy for you, we will automatically choose the Marked

Ball A for you when it is out of Box A.

4. Summary

a) You are randomly matched with 1 other subject.

b) You choose between the Marked Ball A and the Marked Ball B. Each of them can be

black or white.

c) As long as the die roll does not give the number 1, you remake your choice between

the two Marked Balls.
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d) If someone in your group choose the Marked Ball A, then, the next time you make

your choice, we will throw away some black balls and tell you how many members previously

choose A and whether the Marked Ball A is in or out of Box A.

36


